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Memory Issues 

•  Programs spend much of their time accessing 
memory, so performance is important! 

•  Programmers want unlimited fast memory, but 
–  Memory (hardware) has a cost 
–  Faster memory is more expensive 

•  Computer designers provide the illusion of 
unlimited fast memory 
–  Architecture 
–  Operating system 



Principle of Locality 

•  Programs access a relatively small 
portion of their address space at once 
– Temporal:  if it was referenced once, it will 

be referenced again soon 
– Spatial:  if an address is referenced, 

nearby addresses will also be referenced 



Justifying Locality 

•  Temporal 
–  Loops repeatedly access the same instructions 

and data 
•  Spatial 

–  Programs are stored as sequential instructions in 
memory  

–  Data structures, such as arrays and objects, are 
usually stored in consecutive memory addresses 
(and are usually accessed repeatedly from the 
same functions)  



Memory Technologies 

•  SRAM 
– 0.5-2.5ns, $2000-5,000 / GB in 2008 

•  DRAM 
– 50-70ns, $20-75 / GB in 2008 

•  Magnetic Disk 
– 5,000,000 - 20,000,000 ns, $0.20-2 / GB in 

2008 



Speed vs. Size 

•  Use some of each 
•  Lots and lots of slow memory (disk) 

–  “Infinite” storage  
•  Some faster memory (DRAM and/or 

SRAM)  
– Copy most-likely-to-be-accessed 

addresses here 
–  (Principle of locality helps!) 



Memory Hierarchy Diagram 



Memory Hierarchy 

•  Processor 
•  SRAM (smallest, fastest) 
•  DRAM (larger, slower) 
•  Magnetic Disk (largest, fastest) 

•  Note: there can be more than 3 levels to the 
hierarchy 

•  Intermediate levels are called cache memory 



Caching Terminology 

•  The faster cache contains copies of blocks 
from the slower memory 

•  Block: the minimum amount of memory 
copied into the cache at once 

•  Hit: 
–  The desired memory address is already available 

in one of the cache’s blocks 
•  Miss 

–  The desired memory address is not available and 
its block must be copied into the cache 



Performance Variables 

•  Hit rate 
–  Percentage of requested addresses that are hits 

•  Miss rate (1 – hit rate) 
•  Hit time 

–  Total time to determine address is in cache and to 
transfer it to processor 

•  Miss penalty 
–  Time to find and replace a block in the cache from 

main memory 



Access Time 

•  If it’s a hit:   hit time 
•  If it’s a miss:  hit time + miss penalty 
•  Average: 

–  (hit time) + (miss rate)*(miss penalty) 
•  If there are multiple levels of caches, 

each has its own hit and miss times and 
rates. 



Concepts of Caching 

•  How do we know if a data item is 
already in the cache? 

•  If it’s there, how do we find it? 
•  If not, how do we determine what to 

replace when we load a new data item?  



Direct Mapped Addressing 

•  Cache size is a power of 2 (e.g. 8 in the 
example) 

•  When an item is loaded from memory, it is 
stored at location (addr % cache size) 

•  Each cache location has 
–  Tag: upper bits of address for checking 
–  Valid:  is this block valid (or empty)? 

•  A value loaded into cache will replace any 
value that was already in its slot 



Direct Mapped Cache 



Cache Example 

•  8 word, direct-mapped cache (initially 
empty) 

•  Sequence of address references 
– 22, 26, 22, 26, 16, 3, 16, 18 

•  Give sequence of valid, tag, and data 
after each change in cache (only misses 
cause changes) 



Cache Addressing Hardware 

For MIPS addresses, 
Assumes block= 1 word  



How Many Bits? 

•  Assume: 
– 30-bit addresses (last 2 bits are 00) 
– 10-bit cache addresses 
– 32-bit data words 

•  What is the total number of bits in the 
cache? 
– Consider valid, tag, and data bits 
– Non-data bits are “overhead” 



Multi-word Blocks 

•  If a word address is W bits, and there 
are 2^B words per block, then the block 
address is the first W-B bits of the word 
address. 

•  Example: 
– 32 bit word address, 256 words per block 
– First 24 bits are block address, last 8 bits 

are within the block  



Complete example 

•  Given:  
–  30 bit word address (followed by 00) 
–  8 words per block 
–  64 blocks in the cache 

•  Which bits of the word are used to determine 
the cache address? 

•  Which bits of the word are needed for the 
tag? 

•  What is the cache location and tag for 
address 0x01001144 ? 



Miss Rate vs. Block Size 

•  Large blocks  
– Decrease miss rate, because each block 

pulls more “local” addresses into cache 
–  Increase miss rate, because each block 

displaces more addresses that were 
already in cache (fewer large blocks vs. 
more small blocks) 



Miss Rate vs. Block Size (and 
Cache Size) 



Miss Penalty vs. Block Size  

•  The larger the block, the longer it takes 
to bring in all its words from main 
memory. 

•  Hence, miss penalty increases as block 
size increases. 

•  (This effect will overwhelm small 
improvements in miss rate with larger 
blocks) 



Improving Miss Penalty 

•  Continue processing in parallel with bringing 
the rest of the block (after the desired word) 
into the cache 
–  Good for instructions, executed in sequence 
–  Better if bring in block out of order (requested item 

first) 
•  Design memories and data paths that can 

more efficiently transfer large blocks of data 



Incorporating Cache into 
Design 

•  2-level cache into pipelined CPU 
•  Replace instruction & data memories by 

instruction & data caches 
– More reasonable than 2 separate 

memories was 
– Processing a hit is fairly simple (if “hit” is 1, 

data is valid and can be used) 
– Miss will require another controller 



On a Cache Miss 

•  Stall the processor (completely if this is 
an instruction fetch) 

•  Load the data into cache 
•  Re-execute the instruction fetch or 

memory access (which will now be a hit) 



Steps to Handle Fetch Miss 

1.  Send the original PC value (current 
PC-4) to main memory 

2.  Instruct main memory to read & wait 
for result 

3.  Write cache entry, tag and valid bit 
4.  Refetch the instruction 



Steps to Handle Memory Miss 

1.  Send the computed address to main 
memory 

2.  Instruct main memory to read & wait 
for result (Instruction in WB can 
continue) 

3.  Write cache entry, tag and valid bit 
4.  Re-execute the memory stage 



Writing 

•  Writes to cache must (eventually) be 
reflected in main memory 
– Write-through:  every write is immediately 

done in main memory 
– Write-back: when a cache block is 

replaced, write the replaced block back to 
main memory (in case it changed) 



Costs of Write Through 

•  Every write pays the penalty for main memory 
access 

•  Improve by using a buffer 
–  Copy block into buffer 
–  Write buffer to main memory while execution 

continues 
–  Machine must stall if the buffer is full 
–  Special case if an instruction accesses a block in 

the buffer (Don’t fetch into cache if it hasn’t been 
written yet!) 



Costs of Write Back 

•  Delay in the program for no apparent 
reason -- the compiler cannot help here 

•  Not every replaced block is changed 
– Add “dirty bit” to indicate whether this block 

has been changed in cache 
•  More complex to implement 



Cache Miss on Write 

•  Write-through: 
–  Copy information to cache & memory (or write 

buffer) 
–  If tag doesn’t match, read the rest of the block 

(any part not just written) and fix tag 
•  Write-back 

–  Check for miss first 
–  If miss & block is dirty, write that block back, and 

read correct block 
–  Write data into newly read block 



Intrinsity FastMATH 
Coprocessor 

•  12-stage cycle 
•  Separate caches for memory / 

instruction (4K words, 16-word blocks) 
•  Read request 

– Send address to appropriate cache 
–  If hit, data lines contain correct word 
–  If miss, read from memory, then cache 



Intrinsity FastMATH Cache 



Memory Design for Cache 

•  Goal:  to reduce miss penalty 
•  Problems:   

– DRAM is designed for density, not speed 
– Data bus is slow 

•  Partial solution: 
–  Increase the bandwidth to get more from 

DRAM in parallel 



Increasing Bandwidth 

•  Transfer entire block at once 
–  Increase bus width to block vs. word 
–  Increase width of memory data port 

•  Use multiple smaller memories in 
parallel 
– E.g. 4 memories instead of 1 
– Each word of block from a different 

memory (interleaving) 



Memory Bandwidth Options 
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Memory Performance 

•  Assumptions (bus cycles) 
– 1 to send address 
– 15 for DRAM access 
– 1 to send a word of data 

•  Original (1 word) memory organization 
to get 4 words: 
1 + 4*(15+1) = 65 cycles to transfer 4 words, 

or about 1/16 words / cycle  



Wide Memory Performance 

•  For 4x width 
1 + (1+15) = 17 cycles per block, or about 

1/4 word per cycle 
•  Speedup almost proportional to width 
•  Additional time for mux & control logic 
•  Additional cost for wider data paths 



Interleaved Memory 
Performance 

•  Assume 4 memory banks for a 4 word 
block (and interleaved) 
– 1+15+4*1 = 20 cycles / block, or about 1/5 

word per cycle 
•  HW cost for bus same as original 
•  Additional control needed (to cycle 

through memory data on bus) 



Memory Summary 

Scheme Bandwidth 
(wds/cycle) 

Bus width Other costs 

Original 4 / 65 1 None 

Wide (4) 4 / 17 4 Memory 
data ports, 
mux 

Inter-
leaved 

4 / 20  1 controller 



Cache Performance Model 

•  Assumptions 
– Hit time is included in ordinary CPU 

execution time (CPU execution cycles) 
– Miss penalty is measured in clock cycles 

(memory-stall cycles) 
•  Performance Equation 

CPU time = (CPU execution cycles+memory-
stall cycles) * cycle time 



Memory-Stall Cycles 

•  Reading 
(Reads / Program) * read miss rate * read penalty 

•  Writing 
((Writes / Program) * write miss rate * write penalty) 

+ write buffer stalls 
•  Read/write penalty = time to bring block from 

memory 
•  Write buffer stall = wait for write buffer to free 

up before buffering write-through 



Write Buffer Stall 

•  Happens when 
–  Data must be written to memory 
–  Write buffer is full 

•  Avoid by 
–  Bigger write buffer 
–  Fast memory relative to write frequency 

•  Assume 
–  Buffer size >= 4 words, memory can write twice as 

fast as write instruction frequency 
–  Write buffer stall small enough to ignore 



Memory-Stall Cycles Revisited 

•  Assume read and write miss penalties 
are the same, then 

•  Memory-stall clock cycles = 
(mem-accesses/program) * miss rate * miss 

penalty = 
Instructions/program * misses/instruction * 

miss penalty 



Example 

•  Instruction cache miss rate is 2% 
•  Data cache miss rate is 4% 
•  Processor has CPI of 2 
•  Miss penalty = 100 cycles 
•  Memory access frequency = 36% 

•  How does performance compare to a perfect 
cache (0% miss rate)? 



What if Processor is Faster? 

•  Instruction cache miss rate is 2% 
•  Data cache miss rate is 4% 
•  Processor has CPI of 1 
•  Miss penalty = 100 cycles 
•  Memory access frequency = 36% 

•  How does performance compare to a perfect 
cache (0% miss rate)? 



What if Clock Rate is Faster? 

•  Instruction cache miss rate is 2% 
•  Data cache miss rate is 4% 
•  Processor has CPI of 2 
•  Miss penalty = 200 cycles (because cycles 

are twice as fast) 
•  Memory access frequency = 36% 

•  How does performance compare to a perfect 
cache (0% miss rate)? 



Summary of Examples 

•  Decreasing CPI causes worse 
performance relative to perfect cache 

•  Decreasing cycle time causes worse 
performance relative to perfect cache 



Improvements & Cache 

•  Improving performance without 
considering cache doesn’t give the 
expected speedups 

•  Cache performance is more critical, the 
faster the rest of the machine is. 



Worst Case Scenario 

•  Consider a 16-item direct-mapped 
cache, and a program that reads, in 
sequence, words 0, 8, 16, 0, 8, 16, etc. 
– Only 2 cells of the cache are used (0 and 

8) 
– Yet the miss rate is 67%! 

•  Solution:  more flexible placement of 
items in cache 



Block Placement Schemes 

•  Direct mapped 
–  One option for block 

•  Fully associative 
–  Any block can go anywhere in cache 

•  Set associative 
–  Each block has a fixed number of locations (>=2) 

where it can be placed 
–  N-way set associative means block has N possible 

locations in cache 



Fully Associative Cache 

•  Block can be anywhere in cache 
•  Tag is full address of block 
•  Compare tag of every element in cache 

to address to determine hit vs. miss 
•  Done in parallel with comparator 

hardware for each block 



Set Associative Cache 

•  Compromise between direct and fully-
associative 

•  Address compared to tags of all blocks 
in appropriate set (N comparisons for N-
way) 
– Set is (block number) % (cache size / N) 
– Tag is (block number) / (cache size / N) 



Generalized Set Associative 

•  Direct mapped = 1-way set associative 
•  Fully associative = N-way set 

associative, where N is the size of the 
cache! 



Example 

•  Place address 12 into an 8 block cache 
that is… 
– Direct mapped 
– 2-way associative 
– 4-way associative 
– Fully associative  (8-way) 



Which Block to Replace? 

•  If we have a choice (not direct-mapped) 
•  This is a “replacement rule”  
•  Typically, Least Recently Used 

–  Principle of temporal locality = if we used it 
recently, we’ll use it again 

–  With many choices, this is hard to implement 
•  Random replacement 

–  Easy to implement in hardware, no extra bits 
needed 



Worst Case Scenario 
Revisited 

•  16 element cache, direct-mapped, 
addresses 0, 8, 16, 0, 8, 16 … 
– 67% miss rate 

•  What is the miss rate if it is 2-way 
associative?  

•  What is the miss rate if it is 4-way 
associative? 



Real World Scenario  
(SPEC 2000) 

Associativity Data miss rate 

1 10.3% 

2 8.6% 

4 8.3% 

8 8.1% 



Finding the Block in the Cache 

[tag bits] [index bits] [block offset bits] 
– Tag bits:  stored as the tag of the item 
–  Index bits:  which cache set to check? 
– Block offset bits:  (not used by cache) 

•  Based on index bits, compare each tag 
in the set (in parallel, using hardware) 



N-way Cache Architecture 

•  N small caches  (see Figure 7.17) 
•  Each has comparator and AND gate (V 

AND address bits = tag bits) = hit[i] 
•  External hit signal (OR all hit[i]) 
•  Hit signals choose one of N possible 

data outputs 
– Not exactly a multiplexor because inputs 

aren’t encoded as an address 



Costs 

•  Direct-mapped (1 way) 
– More misses 

•  Set-Associative (N way, N>1) 
– Cost of N copies of “hit hardware” and or 

gate 
– Cost of N-way selector 
– Time for compare and select 
– More tag bits (fewer sets) 



Multilevel Cache 

•  First level:  on the same die as the 
microprocessor 

•  Next level:  on-chip or separate SRAMs 
•  Main memory: external DRAMS 

•  When first level misses, try 2nd level, if 
it also misses, then main memory 



Example (part 1) 

•  CPI = 1.0, clock rate = 5GHz 
•  Main memory access = 100ns 
•  Miss rate (primary cache) is 2% 
•  What is effective cpi? 



Example (part 2) 

•  Now add a secondary cache with 5 ns access 
time and miss rate to main memory of .5%  

•  What is the performance increase? 
•  We need to determine: 

–  Miss penalty and rate of miss in primary (to 
secondary) 

–  Miss penalty and rate of miss in secondary (to 
main) 

•  Total CPI = CPI + primary stalls + secondary 
stalls 



Design Effects of 2-Level 
Cache 

•  Primary cache focuses on misnimizing 
hit time (for shorter clock cycle) 

•  Secondary cache focuses on miss rate 
(for limited penalty) 
– For example:  primary cache is direct-

mapped and smaller, while secondary 
cache is 4-way and larger 

– Also, secondary cache might use larger 
block size 



3 C’s of Cache Misses 

•  Compulsory misses 
– From cold start, can’t be avoided 

•  Capacity misses 
– When the cache can’t contain all the blocks 

needed at the same time (local set) 
•  Conflict (collision) misses 

– When multiple blocks compete for the 
same set 



Design Changes 

•  Increase cache size 
–  Decreases capacity misses; may increase access 

time 
•  Increase associativity 

–  Decreases conflict misses; may increase access 
time 

•  Increase block size 
–  Decreases miss rate (all 3 types), increases miss 

penalty 



Future Challenges 

•  Processor speeds increasing much faster 
than memory access times 

•  Current research into how to close the gap 
more generally, considering tradeoffs 
–  Increase memory bandwidth (not latency) 
–  More levels of cache 
–  Compiler optimizations for cache performance 
–  Compiler-directed Prefetching (get block *before* 

it will be used) 


